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IMPORTANCE General-domain large language models may be able to perform risk
stratification and predict postoperative outcome measures using a description of the
procedure and a patient’s electronic health record notes.

OBJECTIVE To examine predictive performance on 8 different tasks: prediction of American
Society of Anesthesiologists Physical Status (ASA-PS), hospital admission, intensive care unit
(ICU) admission, unplanned admission, hospital mortality, postanesthesia care unit (PACU)
phase 1 duration, hospital duration, and ICU duration.

DESIGN, SETTING, AND PARTICIPANTS This prognostic study included task-specific datasets
constructed from 2 years of retrospective electronic health records data collected during
routine clinical care. Case and note data were formatted into prompts and given to the large
language model GPT-4 Turbo (OpenAI) to generate a prediction and explanation. The setting
included a quaternary care center comprising 3 academic hospitals and affiliated clinics in a
single metropolitan area. Patients who had a surgery or procedure with anesthesia and at
least 1 clinician-written note filed in the electronic health record before surgery were included
in the study. Data were analyzed from November to December 2023.

EXPOSURES Compared original notes, note summaries, few-shot prompting,
and chain-of-thought prompting strategies.

MAIN OUTCOMES AND MEASURES F1 score for binary and categorical outcomes.
Mean absolute error for numerical duration outcomes.

RESULTS Study results were measured on task-specific datasets, each with 1000 cases with
the exception of unplanned admission, which had 949 cases, and hospital mortality, which
had 576 cases. The best results for each task included an F1 score of 0.50 (95% CI, 0.47-0.53)
for ASA-PS, 0.64 (95% CI, 0.61-0.67) for hospital admission, 0.81 (95% CI, 0.78-0.83) for ICU
admission, 0.61 (95% CI, 0.58-0.64) for unplanned admission, and 0.86 (95% CI, 0.83-0.89)
for hospital mortality prediction. Performance on duration prediction tasks was universally
poor across all prompt strategies for which the large language model achieved a mean
absolute error of 49 minutes (95% CI, 46-51 minutes) for PACU phase 1 duration, 4.5 days
(95% CI, 4.2-5.0 days) for hospital duration, and 1.1 days (95% CI, 0.9-1.3 days) for ICU
duration prediction.

CONCLUSIONS AND RELEVANCE Current general-domain large language models may assist
clinicians in perioperative risk stratification on classification tasks but are inadequate for
numerical duration predictions. Their ability to produce high-quality natural language
explanations for the predictions may make them useful tools in clinical workflows
and may be complementary to traditional risk prediction models.
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I nstruction-tuned large language models (LLMs) have
been successful at knowledge retrieval, 1 - 4 text
extraction,5-9 summarization,10-12 and reasoning13-17

tasks without requiring domain-specific fine-tuning.
Prompting LLMs with instruction and data contexts
described in natural language has emerged as a means for
task and domain specification as well as controllability of
model behaviors.18 This investigation assesses the capability
of general-domain LLMs in performing preoperative risk
stratification and prognostication. This involves assigning a
risk score or predicting a postoperative outcome metric
based on patient information and details of a surgery or pro-
cedure. Such assessments are valuable for proceduralists,
surgeons, and anesthesiologists, aiding them in evaluating
the risks and benefits associated with proceeding or consid-
ering alternatives including canceling or delaying the proce-
dure for medical optimization.

General-domain LLMs have been shown to excel at medi-
cal question-and-answer (Q&A) tasks such as US Medical Li-
censing Exam questions19-21 or summarization of electronic
health record (EHR) text.22 However, these examinations are
not reflective of the real-world clinical setting.19-21 Multiple-
choice test questions present a preselected list of possible
answers and often ask questions with clear answers that exist
within a well-defined knowledge source such as a medical
textbook.23,24 Real-world EHRs contain patient contexts with
uncertain, incomplete, or erroneous information, and a clear
answer may be elusive. This investigation was performed
using a dataset from this real-world context to benchmark
the capabilities of LLMs in perioperative risk prediction and
prognostication.

Because there is no single postoperative outcome mea-
sure of risk, LLM capabilities were surveyed on 8 different
tasks: (1) assignment of the American Society of Anesthesi-
ologists Physical Status (ASA-PS) classification,25-27 (2)
prediction of postanesthesia care unit (PACU) phase 1
duration, (3) hospital admission, (4) hospital duration, (5)
intensive care unit (ICU) admission, (6) ICU duration, (7)
whether the patient will have an unanticipated hospital
admission, and (8) whether the patient will die in the
hospital. The LLM-generated responses were compared
against ground-truth labels extracted from patients’ EHR,
and performance metrics were reported based on this com-
parison (Figure 1). Prompting strategies explored include
zero-shot prediction, few-shot prediction (also known as
in-context learning), and chain-of-thought (CoT) reasoning.
Few-shot prompting involves adding representative task and
solution examples into the prompt before the actual query
task to demonstrate the desired pattern of task and
response.1,28,29 In zero-shot prompting, only the query task
is given to the LLM. CoT instructs language models to
respond with step-by-step reasoning before providing a
final answer.14,15 Both few-shot and CoT techniques are com-
monly used to improve task performance. It was hypoth-
esized that LLMs can perform preoperative risk stratification
and prognostication using real-world EHR data, and the
prediction would be more accurate with few-shot and CoT
prompting.

Methods

This was a retrospective prognostic study of routinely col-
lected health records data, approved by the University of
Washington (UW) institutional review board with a waiver of
consent owing to practicality of carrying out a large-scale ret-
rospective study and minimal risk to participants. The com-
putational environment (eFigure 1 in Supplement 1) for use of
protected health information and personally identifiable in-
formation was reviewed and approved by UW Medicine Infor-
mation Technology. The study followed the Transparent Re-
porting of a Multivariable Prediction Model for Individual
Prognosis or Diagnosis (TRIPOD) reporting guidelines.30

Dataset Creation and Experimental Approach
Inclusion criteria were patients who had a surgery or proce-
dure with anesthesia at 3 hospitals (UW Medical Center-
Montlake, UW Medical Center-Northwest, Harborview Medi-
cal Center) in Seattle, Washington, from April 1, 2021, to May
5, 2023, where the patient had an anesthesia preoperative
evaluation note for the case and at least 1 other clinician note
filed in the EHR before the case. Up to the last 10 clinician-
written notes filed in the EHR before the surgery, excluding
the anesthesia preoperative evaluation note, were used. Short
notes less than 100 token lengths were excluded. Patient cases,
notes, and information from associated hospital admission
were then used to extract ground-truth labels and create task-
specific datasets targeting 1000 cases per task (eMethods 1 in
Supplement 1). Six prompt strategies were composed for
each case and used as input to the LLM GPT-4 Turbo (gpt-4-
1106-preview) via Microsoft Azure OpenAI service using the
OpenAI python client (Figure 1). The prompting strategies were
(1) zero-shot Q&A using original notes, (2) zero-shot Q&A using
note summaries, (3) few-shot Q&A using note summaries, (4)
zero-shot CoT Q&A using original notes, (5) zero-shot CoT Q&A
using note summaries, and (6) few-shot CoT Q&A using note
summaries. Figure 2 and eFigure 2 in Supplement 1 depict
representative prompts.

Key Points
Question Can a large language model perform risk stratification
and predict postoperative outcome measures using a description
of the procedure and a patient’s preoperative clinical notes from
the electronic health record?

Findings In this prognostic study of task-specific datasets,
each with 1000 cases, large language model GPT-4 Turbo
(OpenAI) achieved an F1 score of 0.50 for American Society of
Anesthesiologists Physical Status, 0.64 for hospital admission,
0.81 for intensive care unit (ICU) admission, 0.61 for unplanned
admission, and 0.86 for hospital mortality prediction but was
unable to accurately predict duration outcomes such as
postanesthesia care unit phase 1 duration, hospital duration,
and ICU duration.

Meaning Current generation large language models may
be able to assist clinicians with perioperative risk stratification
in classification tasks but not numerical prediction tasks.
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Statistical Analysis
The primary measure of performance was as follows: (1) F1
score for binary tasks, (2) F1 microaverage (F1-micro) score for
categorical ASA-PS prediction, and (3) mean absolute error
(MAE) for duration tasks. 95% CIs were estimated using 2500
bootstrap iterations. Statistical significance was tested using
Wilcoxon signed rank test for pairwise comparison of prompt
strategies using 2-sided P values, controlling the false discov-
ery rate using Benjamini-Hochberg procedure (α = .05). Analy-
sis were conducted using statsmodels, version 0.14.0, and
SciPy, version 1.1.4. Token length of notes was evenly strati-
fied into 3 categories—short, medium, and long—and perfor-
mance of each stratum was also reported. Prompt strategies
for each task were compared against the following baselines:
F1 or F1-micro score of a random classifier if the task is a bi-
nary or categorical outcome, respectively, and a dummy re-
gressor that always predicts the mean duration in the dataset
for numerical outcomes.

Results
Datasets
Task-specific datasets are described in eTable 1 in Supple-
ment 2, note type and author type in eTable 2 in Supple-

ment 2, and experiment costs in eTable 3 in Supplement 2.
Task-specific datasets created for this study include the fol-
lowing: (1) the ASA-PS dataset with 1000 patients, mean (SD)
age of 51.9 (19.9) years, and 55.3% male; (2) the hospital ad-
mission dataset with 1000 patients, mean (SD) age of 50.5 (19.3)
years, and 56.0% male; (3) the ICU admission and duration
dataset with 1000 patients, mean (SD) age of 53.5(18.8) years,
and 50.7% male; (4) the unplanned admission dataset with 949
patients, mean (SD) age of 54.8 (18.6) years, and 50.4% male;
(5) the hospital mortality dataset with 576 patients, mean (SD)
age of 58.2 (18.9) years, and 58.3% male; (6) the PACU phase 1
duration dataset with 1000 patients, mean (SD) age, 50.0 (19.5)
years, and 50.6% male; and (7) the hospital duration dataset
with 1000 patients, mean (SD) age, 56.1 (19.1) years, and 54.4%
male. Race and ethnicity data were not collected. The dataset
creation flow diagram is shown in eFigure 3 in Supplement 2,
and overlap of the datasets is shown in eFigure 4 in Supple-
ment 2. Details are available in the eResults in Supplement 1.

Association of Prompt Strategy
With Perioperative Risk Prediction Tasks
Figure 2 depicts an example prompt and LLM response to il-
lustrate LLM inputs and outputs. Performance of each prompt
strategy and risk prediction task is summarized in Figure 3 and
Figure 4 and is reported in detail with CIs in eTables 4 to 24 in

Figure 1. Overview of Experimental Apparatus

Question-and-answer task
• ASA-PS (categorical)
• PACU phase 1 duration (integer)
• Hospital admission (binary)
• Hospital duration (integer)
• ICU admission (binary)
• ICU duration (integer)
• Unplanned admission (binary)
• Hospital mortality (binary)

Prompt strategies
• Zero-shot from notes
• Zero-shot from summary
• Few-shot from summary
• Zero-shot CoT from notes
• Zero-shot CoT from summary
• Few-shot CoT from summary

Query case and patient notes
or summary

Input prompt to LLM

Answer

Explanation

LLM Response
Inference

notes and cases

Few-shot
notes and cases
for in-context

demonstrations

Summary
of notes

Summary
of notes

Generated
CoT rationale

Ground truth
label from EHR

Full
dataset

Evaluation metrics
Classification task, F1 score
      Categorical: ASA-PS class
      Binary: Hospital admission, ICU admission,
      unplanned admission, hospital mortality

Numerical task, mean absolute error
      Minutes: PACU phase 1 duration
      Days: Hospital duration, ICU duration

Balanced sample

GPT-4 Turbo80%

20%

Overview of the experimental apparatus. Each task-specific dataset is divided
into an inference dataset of query cases and a few-shot dataset used to
construct few-shot prompts in an 80%-20% split. GPT-4 Turbo (OpenAI) is
used as the large language model (LLM) in all steps. Each prompt to the LLM is
unique based on the task, prompt strategy, and query case for which an answer
and explanation are generated. Unplanned admission refers to patients who
were planned for outpatient surgery but were actually admitted
postoperatively. Hospital mortality refers to postoperative in-hospital mortality
and not 30-day mortality. Zero-shot prompt strategy is conducted with both
original clinical notes and a summary of the clinical notes. Few-shot prompts
include example demonstrations from the few-shot dataset. Each few-shot
demonstration is a question, procedure description, summary of patient notes,

and answer. Summaries are generated using the LLM. The few-shot
chain-of-thought (CoT) prompt strategy requires a CoT rationale for each
few-shot demonstration that links the question to the answer, which is also
generated using the LLM. Few-shot demonstrations are dynamically
selected for each query case with inverse frequency sampling to balance the
distribution of answers of few-shot demonstrations. Answers provided by the
LLM are compared against the ground-truth label derived from electronic
health record (EHR) data, and either an F1 score or mean absolute error is
computed, depending on whether the outcome variable for the task is
categorical/binary or numerical. ASA-PS indicates American Society of
Anesthesiologists Physical Status; ICU, intensive care unit;
PACU, postanesthesia care unit.
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Supplement 2. Statistical significance comparing each pair of
prompt strategies for each task is shown in eFigures 5 to 12 in
Supplement 1.

Binary and Categorical Outcomes
Figure 3 shows that all prompt strategies outperform the ran-
dom baseline for binary and categorical prediction tasks, which
include ASA-PS, hospital admission, ICU admission, un-
planned admission, and hospital mortality. Compared against
no CoT, the CoT prompt strategy improved F1 score for ASA-PS
by 0.4 to 0.8; similarly, F1 score for hospital admission im-
proved by 0.3 to 0.4 (Figure 3). However, CoT did not show
improvements in F1 score with ICU admission, unplanned ad-
mission, and hospital mortality. Increasing the number of
few-shot examples to 20 or 50 generally resulted in better per-
formance than zero-shot prompting. Few-shot prompting in-
creased F1 score for ASA-PS (from 0.45 to 0.5 with CoT), hos-
pital admission (from 0.58 to 0.62 without CoT), and hospital
mortality (from 0.74 to 0.86 without CoT) (Figure 3). Combin-
ing few-shot prompting with CoT yielded synergistic gains in
F1 score for ASA-PS and hospital admission, but this was not
observed for hospital mortality (Figure 3). ICU admission pre-

diction performance was high across all prompt strategies with
F1 score ranging from 0.77 to 0.81, suggesting that the LLM is
easily able to perform this task regardless of prompt strategy
(Figure 3). Zero-shot without CoT using note summaries was
the best for unplanned admission with F1 score of 0.61 and
demonstrated that CoT rationales do not help with all predic-
tion tasks (Figure 3). In addition to F1, eTables 4 to 21 in
Supplement 2 show sensitivity, specificity, positive predic-
tive value, negative predictive value, and Matthew correla-
tion coefficient for the binary and categorical tasks, and con-
fusion matrices are shown in eFigures 13 to 17 in Supplement 1.

Numerical Outcomes
Figure 4 shows that GPT-4 Turbo (OpenAI) fails to perform nu-
merical predictions better than the dummy regressor base-
line. For PACU phase 1 duration prediction, all prompt strate-
gies performed worse than baseline. For hospital duration
prediction, zero-shot CoT using notes summaries achieved an
MAE of 4.55 days (95% CI, 4.18-4.98 days) vs baseline MAE of
5.4 days (95% CI, 5.04-5.85) (Figure 4 and eTable 23 in Supple-
ment 2). Few-shot prompting worsened hospital duration
prediction, despite few-shot and CoT prompting improving

Figure 2. Annotated Example Prompt and Large Language Model (LLM) Response

You are given a task and context. The context contains information
from the proposed procedure and patient's medical record. Assess
the patient in the context of the proposed procedure and then
provide an answer.

Task: What is the patient's ASA Physical Status Classification?
Context:
Procedure: A-FIB ABLATION
Procedure Description: A-Fib Ablation (N/A )
Diagnosis: Paroxysmal atrial fibrillation (HCC)
Provider Service: Cardiovascular
Medical Record Summary:
62-year-old male patient Homer Simpson with a history of paroxysmal
atrial fibrillation presented for evaluation via telemedicine. He
experienced palpitations and an episode requiring hospitalization
and cardioversion earlier in the year. Post-cardioversion, he feels
generally well with no recurrence of rapid heart action, preserved
LV function (LVEF 0.65), and no significant abnormalities on recent
TEE. He has continued with anticoagulation therapy using Xarelto.
After discussing treatment options, Mr. Simpson elected to proceed
with catheter ablation with a scheduled date of August 22, 2020,
and plans to continue anticoagulation through ablation and for at
least 6 weeks post-procedure.

Think step by step and give your response in JSON format using the
provided template. The desired response type is provided in angle
brackets < >. For example, <int> means to provide an integer
response. Provide a single value response without ranges.
JSON Response:
{
 "Step By Step Explanation": "<str>",
 "Answer": "<int>"
}

Prompt for zero-shot CoT question-and-answer from notes summaryA

{
 "Step By Step Explanation": "The ASA Physical Status
  Classification system is used to assess and
  communicate a patient's pre-anesthesia medical
  comorbidities. The classifications are as
  follows: ASA 1 - Normal healthy patient, ASA 2 -
  Patients with mild systemic disease, ASA 3 -
  Patients with severe systemic disease, ASA 4 -
  Patients with severe systemic disease that is a
  constant threat to life, ASA 5 - Moribund
  patients who are not expected to survive without
  the operation. In the case of Homer Simpson, a
  62-year-old male with paroxysmal atrial
  fibrillation, who experienced an episode
  requiring hospitalization and cardioversion but
  otherwise feels well with preserved cardiac
  function (LVEF 0.65) and is on anticoagulation
  therapy, he would be classified as ASA 2. This
  is due to his atrial fibrillation being a mild
  systemic disease; he is not otherwise healthy
  (ASA 1), yet his disease does not constitute a
  severe systemic disease (ASA 3), and it is not a
  constant threat to his life (ASA 4) nor is he at
  the brink of death (ASA 5).",
 "Answer": "2"
}

LLM outputB

Task specification

Procedure Information
from case booking

Summary of last 10 notes

Induction of CoT reasoning

A prompt and LLM output for zero-shot chain-of-thought (CoT) question and an-
swer (Q&A) from notes summary prompt strategy. A, Prompt with highlights to
show how data from cases and notes are inserted into the prompt template. Black
text is the template for the specific prompt strategy, which is the same for all tasks
with the exception of variable type being substituted in the response specification
(eg, “<int>” may be “<bool>” for binary prediction tasks). Procedure information is
inserted into the prompt template without modification. Note summaries are gen-
erated from clinical notes in a separate step using the LLM and then the summary
is inserted into the prompt template. B, LLM output explanation shows that the
LLM understands the definition for American Society of Anesthesiologists Physical
Status (ASA-PS) classification and provides a valid rationale for classifying the pa-

tient’s ASA-PS. Because LLMs are left-to-right causal language models, CoT
prompt strategies always request generation of the step-by-step explanation be-
fore the final answer to ensure the LLM considers the explanation when generat-
ing the final answer. Although the content of this example is derived from a real
patient and case from the electronic health record, all protected health informa-
tion and personally identifiable information are removed with names obfuscated
and dates and times shifted. More detail on all prompt strategies used in experi-
ments including prompts used to generate summaries and CoT rationales are de-
picted in eFigure 2 in Supplement 1. A-Fib indicates atrial fibrillation; HCC, Hierar-
chical Condition Category; JSON, JavaScript Object Notation; LVEF, left ventricular
ejection fraction.
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Figure 3. Association of Prompt Strategy With Binary and Categorical Prediction Tasks
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first summarized using the LLM and then the summary was inserted into the prompt.
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“5” Corresponds to “5-shot,” “10” with “10-shot,” “20” with “20-shot,” and “50” with
“50-shot”; all refer to few-shot prompts with the respective number of few-shot dem-

onstrations. All few-shot prompts used note summaries for both few-shot demonstra-
tions and query case. y-axis is F1 score for classification tasks where higher score is bet-
ter. Baseline for each task is different and represents the score achieved by random
guessing. The clinical notes are stratified into short, medium, and long length groups,
whichrepresentthe1/3shortest,1/3middle,and1/3longestnotesbytokencount(word
subunits used by LLMs, 1 token approximately equals 3/4 word) and performance is
shown for each stratification. CIs are omitted for legibility but are available in eTables 4
to 21 in Supplement 2. ASA-PS indicates American Society of Anesthesiologists Physi-
cal Status; ICU, intensive care unit; PACU, postanesthesia care unit.
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the analogous hospital admission binary prediction task
(Figure 4). ICU duration prediction only achieved parity with
baseline when few-shot and CoT was used, despite the analo-
gous ICU admission binary prediction task achieving signifi-
cantly better performance (Figure 3 and Figure 4). To under-
stand why numerical outcome prediction was poor, we
visualized the distribution of the predictions for PACU phase
1 duration (eFigure 18 in Supplement 1), hospital duration (eFig-
ure 19 in Supplement 1), and ICU duration (eFigure 20 in
Supplement 1), revealing that LLMs tend to predict quantized
outputs, often with a ceiling effect. The application of
few-shot and CoT prompting helps remove the quantization
effects but does not improve prediction accuracy.

Overall
The best-performing prompt strategies for each prediction task
included an F1 score of 0.50 (95% CI, 0.47-0.53) for ASA-PS,
0.64 (95% CI, 0.61-0.67) for hospital admission, 0.81 (95% CI,
0.78-0.83) for ICU admission, 0.61 (95% CI, 0.58-0.64) for un-
planned admission, and 0.86 (95% CI, 0.83-0.89) for hospital
mortality prediction. The specific details of each task are
described subsequently.

ASA-PS | Both 20-shot CoT and 50-shot CoT prompting achieved
an F1-micro score of 0.50, which is 2.94 times (194% greater
than) the random classifier baseline with an F1-micro score
of 0.17 (eTable 4 in Supplement 2).

Figure 4. Effect of Prompt Strategy on Numerical Prediction Tasks
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The large language model (LLM) GPT-4 Turbo (Open AI) prediction performance
on the 3 numerical prediction tasks. The x-axis shows the different prompt
strategies with the first 6 prompt strategies without chain-of-thought (CoT)
reasoning and the second 6 with CoT reasoning. “N” indicates that original
clinical notes were inserted into the prompt. The remaining prompt strategy
numbers are where clinical notes were first summarized using the LLM and then
the summary was inserted into the prompt. “0” corresponds to “0-Shot,” which
indicates that zero-shot prompt strategy was used. “5” Corresponds with
“5-shot,” “10” with “10-shot,” “20” with “20-shot,” “50” with “50-shot”; all refer
to few-shot prompts with the respective number of few-shot demonstrations.

All few-shot prompts used note summaries for both few-shot demonstrations
and query case. y-axis is mean absolute error (MAE) for numerical prediction
tasks where lower error is better. The baseline for numerical prediction tasks
represents the MAE achieved by a dummy regressor that always predicts the
mean outcome value in the dataset. The clinical notes are stratified into short,
medium, and long length groups, which represent the 1/3 shortest, 1/3 middle,
and 1/3 longest notes by token count (word subunits used by LLMs, 1
token approximately equals 3/4 word) and performance is shown for each
stratification. CIs are omitted for legibility but are available in eTables 22 to 24 in
Supplement 2. ICU indicates intensive care unit; PACU, postanesthesia care unit.
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Hospital Admission | 50-shot CoT had an F1 score of 0.64,
which is 1.23 times (23% greater than) the random clas-
sifier baseline with an F1 score of 0.52 (eTable 10 in Supple-
ment 2).

ICU Admission | 5-shot CoT prompt strategy had an F1 score of
0.81, which is 1.56 times (56% greater than) the random clas-
sifier baseline with an F1 score of 0.52 (eTable 13 in Supple-
ment 2).

Unplanned Admission | Zero-shot using note summaries had an
F1 score of 0.61, which is 1.36 times (36% greater than) the ran-
dom classifier baseline with an F1 score of 0.45 (eTable 16 in
Supplement 2).

Hospital Mortality | 10-shot and 20-shot had an F1 score of
0.86, which is 1.76 times (76% greater than) the random clas-
sifier baseline with an F1 score of 0.49 (eTable 19 in Supple-
ment 2)

PACU Phase 1 Duration | Zero-shot using original notes had an MAE
of 49 minutes (95% CI, 46-51 minutes), which is 1.36 times
(36% greater error than) the dummy regressor baseline
MAE of 36 minutes (95% CI, 34-38 minutes) (eTable 22 in
Supplement 2).

Hospital Duration | Zero-shot CoT using notes summary had an
MAE of 4.5 days (95% CI, 4.2-5.0 days), which is 0.83 times
(20% lower error than) the dummy regressor baseline MAE of
5.4 days (95% CI, 5.0-5.8 days) (eTable 23 in Supplement 2).

ICU Duration | Both 50-shot and 50-shot CoT had an MAE of 1.1
days (95% CI, 0.9-1.3 days), which is roughly the same error
as the dummy regressor baseline MAE of 1.1 days (95% CI,
1.0-1.3 days) (eTable 24 in Supplement 2).

Outcome of Summary Representation of Notes
Prior work has shown that LLM-generated summaries in the
clinical domain may be preferable to human-written
summaries.22 Comparison of zero-shot prompts using
original notes vs zero-shot prompts using LLM-generated
summaries resulted in slight degradation of performance
as seen in ASA-PS, ICU admission, PACU phase 1 duration,
and hospital duration but also boosted performance for
hospital admission, unplanned admission, and hospital mor-
tality prediction. The magnitude of these outcomes was
small.

Association of Note Length With Perioperative Risk
Prediction Tasks
Note length had a differential association with several tasks,
including better performance for ASA-PS prediction and
hospital mortality prediction. Because up to the last 10 clini-
cal notes were used, increased note length was due to either
longer notes or more notes being written about the patient.
However, longer input note lengths performed worse
for ICU admission prediction, PACU phase 1 duration predic-
tion, and hospital duration prediction.

Discussion

Results of this prognostic study suggest that general-domain
LLMs such as GPT-4 Turbo (OpenAI) have the capability to per-
form some aspects of perioperative risk assessment and
prognostication, especially with categorical and binary pre-
diction tasks. Strong performance for prediction of ASA-PS,
postoperative ICU admission, and hospital mortality across all
prompt strategies was observed. ASA-PS assignment is known
to be subjective and has only moderate interrater agreement
among human anesthesiologists31,32; therefore, it is unlikely
that any prediction system can achieve a perfect score. In this
context, an F1-micro score of 0.5 or 2.94 times greater than an
F1 score for random guessing has meaningful clinical utility.
The multimodal LLM tends not to make large errors in ASA-PS
prediction, and confusion matrices show that ASA-PS misclas-
sifications made by the LLM with few-shot and CoT prompt-
ing are almost always an adjacent ASA class (eFigure 13 in
Supplement 1). However, an F1-micro score does not give any
credit for adjacent score predictions, which is a harsh penalty
given the poor interrater agreement among humans. The F1
score also does not score the clinical utility from the LLM’s
natural language explanation that explains the predicted
ASA-PS. In practice, both ASA-PS score and text explanation
have clinical utility, and the F1 score likely underestimates
the true value of LLM prediction for the ASA-PS task.

Hospital admission and unplanned admission prediction
performance is better than random guessing but not as impres-
sive as ICU admission and hospital mortality where the illness
severity of a patient is likely more apparent and makes for an
easier prediction scenario. Still, the multimodal LLM achieves
remarkablepredictiveperformancefromonlyproceduredescrip-
tion and clinical notes with no specialized clinical training
and no fine-tuning for perioperative risk prediction tasks.

Few-shot and CoT prompting reveal significant gains in cat-
egorical prediction tasks where synthesizing prior clinical
knowledge is important, such as determination of ASA-PS,
hospital admission prediction, and hospital mortality. These
outcomes are additive and synergistic, but the benefits of these
prompting techniques do not apply to all outcomes. These
prediction tasks likely benefit from the prompting strategies
because they are heavily dependent on preoperative illness
severity, which would be reflected in a patient’s clinical notes.
Few-shot examples help the LLM compare and contrast among
similar cases, whereas CoT rationales help expand on the con-
cepts mentioned in clinical notes, both of which guide the LLM
toward more accurate predictions. In contrast, it is possible
that these gains are not seen in outcomes such as unplanned
admission because factors leading to unexpected admission
are predominantly due to intraoperative events—informa-
tion not available in preoperative clinical notes and proce-
dure booking data presented to the LLM—and no amount of
deliberation or rationalization would affect the outcome.

LLMs struggle with numerical prediction tasks such as PACU
phase 1 duration, hospital duration, and ICU duration. The LLM
predicts quantized values, which we suspect is due to the LLM
memorizing length of stay estimations from hospital websites,

Research Original Investigation Large Language Model Capabilities in Perioperative Risk Prediction

934 JAMA Surgery August 2024 Volume 159, Number 8 (Reprinted) jamasurgery.com

© 2024 American Medical Association. All rights reserved.

Downloaded from jamanetwork.com by Dalhousie University user on 05/13/2025

https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
https://jamanetwork.com/journals/jama/fullarticle/10.1001/jamasurg.2024.1621?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621
http://www.jamasurgery.com?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamasurg.2024.1621


textbooks, and journal articles. Few-shot demonstrations and
prompting the multimodal LLM to rationalize about the pa-
tient’s procedure and medical history help overcome this quan-
tization phenomenon, but the continued poor results may be
attributed to the architectural design of LLMs. Namely, LLMs
enforce a discrete tokenized output where each token’s
representation is derived from text contexts. For continuous-
valued outcomes, it is meaningful for humans to interpolate
between numerical values. An LLM’s training data and train-
ing process do not provide a robust way for the model to inter-
polate numerical values. Potential strategies to overcome this
limitation include multimodal enhancements to LLMs to treat
numbers as distinct data modalities and directly mapping of
continuous values to and from the embedding space of neural
network layers.33-36 Although many visual-language37-39 and
multimodal models adopt these strategies to combine text and
other data modalities such as pixel intensity in the same model,
no widely available LLM has yet used these solutions for gen-
eral numerical predictions. Future foundational models for
health care or EHR data should consider model architectures and
pretraining routines that enable better performance for these
kinds of numerical prediction tasks. Another alternative is equip-
ping LLMs with tool use,40-43 but this relegates the LLM as a
natural language information extractor and outsources the ac-
tual prediction task to an external model rather than taking full
advantage of the LLM’s capabilities in information synthesis.

Notelengthstratificationindicatedthatlongerinputcontexts
do not necessarily result in better performance. Contrary to the
intuition that providing the LLM more clinical context would en-
able a more accurate prediction, increased note length may also
correlate with greater presence of tangential, outdated, or con-
flicting information that detracts from accurate predictions.
Similarly, although transforming notes to summaries could re-
sult in loss of information useful for the predictive task, summa-
ries may also help focus relevant information. The advantage
of using summaries in our experiments was the ability to scale
to 50-shot examples while staying within the LLM’s input
context window, resulting in significantly better performance
for some tasks. The attention mechanism used in LLMs is biased
toward the beginning and end of prompts, which may be an ar-
tifact of failure to train models on long-context data.44 This phe-
nomenon could also explain why shorter note length or summa-
ries sometimes outperform longer inputs.

Overall, these results suggest that currently available
general-domain LLMs may be useful for perioperative risk
stratification workflows in hospitals and may assist in strati-
fying the preoperative patient population for these outcomes.
The LLM in this study exhibited very good performance at
ASA-PS classification prediction, ICU admission prediction, and
hospital mortality prediction. When strictly comparing met-
rics such as F1 score, LLMs still underperform dedicated clas-
sification models utilizing tabular features.45-58 Traditional
machine learning models are rarely utilized in the clinical set-
ting because of difficulty in interpreting a model’s predictions.

In contrast, LLMs present natural language explanations un-
derstandable to human clinicians, and can develop a rationale
for each outcome variable of interest. These explanations can
provide a valuable starting point for clinicians in comprehen-
sive perioperative risk assessment and may be more useful than
standalone risk predictions. Further work is necessary to as-
sess the clinical accuracy and utility of these explanations.

Limitations
There are several limitations to this study. There is no ground-
truth label to evaluate the clinical utility of an LLM’s text ex-
planations; study evaluations mainly quantified the binary, cat-
egorical, or numerical answer to each prediction task. The
dataset did not contain 30-day hospital mortality labels; there-
fore, only in-hospital mortality prediction was studied. Hospi-
tal readmission was not studied; unanticipated admission was
defined as a surgery booked as outpatient, but the patient was
admitted. Furthermore, the incidence of some outcomes was
rare. Of the 137 535 cases considered in the 2-year span from
which the datasets were derived, only 0.49% of cases had post-
operative ICU admissions, 0.43% of cases had unanticipated
hospital admission, and 0.3% of cases had postoperative in-
hospital mortality (eFigure 3 in Supplement 1). Outcome-
balanced task-specific datasets were created to measure the
LLM’s performance, but true performance of the model against
the real-world prevalence of outcomes requires further inves-
tigation. It is also costly to use models like the LLM used in this
study on long-context clinical notes for large number of pa-
tient cases, which imposed practical constraints on our choice
of data set size (eTable 3 in Supplement 2). Future research is
needed to explore better methods for evaluating LLM outputs
in terms of their clinical utility, assessing the performance of
specialized clinical domain-specific language models,6,7,19,59

and investigating whether advanced prompting strategies
such as dynamic k-Nearest-Neighbor few-shot or retrieval-
augmentation enhance performance.21,23,60-62 Future large-
scale prospective clinical validation is necessary to verify
the observed performance, study whether LLM-based clinical
decision support systems significantly bias clinician judg-
ment, and compare against existing perioperative prediction
algorithms.57,58

Conclusions
Results of this prognostic study suggest that although general-
domain text-only LLMs are capable of perioperative risk predic-
tion and prognostication when framed as classification or binary
prediction tasks, they were unable to predict continuous-valued
outcomes such as PACU, hospital, and ICU length of stay. Few-
shot prompting and CoT reasoning improved prediction perfor-
mance for perioperative prediction tasks. Future prospective
studies are needed to verify the effectiveness of large language
models as tools to assist perioperative risk stratification.
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Invited Commentary

Travel Guide From the Brave New World of Artificial Intelligence
Daniel E. Hall, MD, MDiv, MHSc

Just over 1 year has passed since ChatGPT (OpenAI) burst onto
the scene to become the fastest growing consumer software
application in history.1 It was immediately obvious that large
language models (LLMs) were extraordinarily powerful, but the

scope, nature, application,
and implications of that
power remain unclear. Chung

and colleagues2 present a fascinating article in JAMA Surgery
demonstrating the ability of a specific LLM (GPT-4 Turbo [Ope-
nAI]) to inspect preoperative clinician notes from the elec-
tronic health record to classify or predict several periopera-
tive parameters such as the Americ an Soc iety of
Anesthesiologists Physical Status (ASA) classification, hospi-

tal or intensive care unit admission, and postoperative lengths
of stay. They find that the LLM not only classified cases accu-
rately but also provided an explanation justifying why, for ex-
ample, a specific patient was categorized as ASA class 3 but
not class 4. By contrast, the LLM struggled to make accurate
predictions of linear outcomes like length of stay.

By focusing on familiar perioperative outcomes, this study
serves as an approachable case study that provides the moti-
vated reader with an accessible primer on how LLMs work,
what sophisticated prompting strategies look like, the kind of
outcomes that can be expected, and the way performance
changes with prompting strategy. As such, it will be of inter-
est to a wide range of surgeons and investigators eager to ex-
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